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§ Data Security: Encryption and Digital Signatures

§ Security of Computation on Sensitive Inputs
§ Secure multiparty computation (MPC)
§ Differential privacy methods (DP)
§ Zero-knowledge Proofs (ZK)

Beyond security of data at rest and 
communication channels



Past, Present, Future

Cryptography 
research

Adoption in 
Practice

80’s 2019~2015

New Techniques

Protect storage and communication:
Ubiquitous: e.g. Disk encryption, SSL/TLS 

Protect computation:
Big companies, startups (MPC, DP, 
ZK)



§ “Advanced Crypto is 
§ Needed
§ Fast enough to be useful
§ Not ``generally usable´´ yet”

Shai Halevi, Invited Talk, ACM CCS 2018
§ Efficiency/utility

§ Different efficiency measures
§ Speed is important 
§ Communication might be more limiting resource - shared bandwidth
§ Online/offline efficiency - precomputation may or may not be acceptable
§ Asymmetric resources – computation, communication

§ Trade-offs between efficiency and utility

§ Insights from Privacy Preserving Machine Learning Workshop (PPML), NeurIPS, 2018
§ PPML’19 co-hosted with CCS, https://ppml-workshop.github.io/ppml/, Deadline: June 21

https://ppml-workshop.github.io/ppml/


§ Data as a valuable resource
§ Why? - analyze and gain insight

§ Extract essential information
§ Build predictive models 
§ Better understanding and targeting

§ Value often comes from putting together different private data sets

§ Data use challenges
§ Liability - security breaches, rogue employees, subpoenas 
§ Restricted sharing - policies and regulations protecting private data
§ Source of discrimination – unfair algorithms

§ Privacy preserving computation – promise to obtain utility without sacrificing privacy
§ Reduce liability
§ Enable new services and analysis
§ Better user protection



Few Input Parties

§ Equal computational power

§ Connected parties

§ Availability

Federated Learning

§ Weak devices

§ Star communication

§ Devices may drop out



Equal computational power

Connected parties

Availability



§ Compute on encrypted data

Enc( )
Statistics F 

F(Enc(     ) )

Compute F without 
any interaction with 
the hospital

• [HPS19] Homomorphic multiplication
for a circuit of depth 20 in 62 ms

• [CGHHJLL18]
• iDASH competition task – logistic 

regression training on 1500 patient 
records with 18 binary features 

• 0.4-3.2h per gradient descent 
iteration

[HPS19] An Improved RNS Variant of the BFV Homomorphic Encryption Scheme, Halevi, Polyakov, Shoup , CT-RSA’19
[CGHHJLL18] Logistic regression over encrypted data fromfully homomorphic encryption, Chen, Gilad-Bachrach, Han, 
Huang, Jalali, Laine, Lauter, BMC Medical Genomics’18
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Input Sets Size

Private Set Intersection

Semi-Honest [KKRT16]

Malicious[RR17]

Private Intersection-Sum

Google: aggregate ad attribution 
[IKNPSSSY17] 

Compute intersection without revealing 
anything more about the input sets.

[KKRT16] Efficient Batched Oblivious PRF with Applications to Private Set Intersection, Kolesnikov, Kumaresan, 
Rosulek, Trieu, CCS’16
[RR17] Malicious-Secure Private Set Intersection via Dual Execution, Rindal, Rosulek, CCS’17
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Retrieve data at requested index without 
revealing the query to the database party

Homomorphic Encryption – compute on 
encrypted data
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Input Sets Size, Element Size: 288 bytes

Private Information Retrieval

[ACLS18]

[ACLS18] PIR with Compressed Queries and Amortized Query Processing, Angel, Chen, Laine, Setty, S&P’18
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X Y
F(X,Y)

Compute F(X, Y) without revealing anything 
more about X and Y
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Secure Computation for AES

Semi-Honest

Malicious

[KSS11]

[WMK17]
[RR16]

[WRK17]

[PSSW09]

[PSSW09]

[HKSSW10]

[HEKM11]

[ZSB13]

[BHKR13]
[GLNP15]

[SS11]

Caveats: single vs amortized, different assumptions

Fastest malicious single execution [WRK17]:
• LAN=6.6ms/online=1.23ms
• WAN=113.5ms/online=76ms



§ “Out-of-the-box” use of general MPC is not the most efficient approach

§ Make ML algorithms MPC-friendly
§ Floating point computation is expensive in MPC – leverage fixed point arithmetic
§ Non-linearity is expensive in MPC – more efficient approximation (e.g., approximate ReLU)

§ Optimize MPC for ML computation
§ Specialized constructions for widely used primitives

§ e.g., matrix multiplication – precomputation of matrix multiplication triples [MZ17]
§ MPC for approximate functionalities 

§ e.g., error truncation on shares [MZ17], approximate FHE[CKKS17], hybrid GC+FHE [JVC18]

§ Trade-offs between accuracy and efficiency
§ Regression algorithms good candidates

§ Sparsity matters
§ Sparse BLAS standard interface  - MPC equivalent [SGPR18]
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MPC output: linear model

Solving system of linear equations with Fixed Point CGD [GSBRDZE17]
- Variant of conjugate gradient descent stable for fixed point arithmetic
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[GSBRDZE17] Privacy-Preserving Distributed Linear Regression on High-Dimensional Data, Gascon, Schoppmann, 
Balle, Raykova, Doerner, Zahur, Evans, PETS’17

Linear System Computation
Database size: 500 000 records
#attributes/time:
20/15s, 100/4m47s, 500/1h 54min



Input NN model
Classification

result

Neural network (NN) inference without 
revealing more about the model or the input

Training Set 
Partition I 

Training Set 
Partition IINN model

Neural network (NN) training without revealing 
more about the model or the input



Input NN model 
Share II

Classification
result

Neural network (NN) inference without 
revealing more about the model or the input

Training Set 
Partition I NN model

Neural network (NN) training without revealing 
more about the model or the input

NN model 
Share I

Training Set 
Partition III 

Training Set 
Partition II 

Protocols with 3 or more (non-colluding) parties could 
improve efficiency
• Not much work in the context of ML applications



Input CNN 
modelClassification

result

Compute convolution neural network (CNN) 
prediction without revealing more about the 
model or the input CNN Topology Runtime (s) Communication 

(MB)

3FC layers + square 
activation 0.03 0.5

1-Conv and 3-FC layers + 
square activation 0.03 0.5

1-Conv and 3-FC layers + 
ReLU activation 0.2 8

1-Conv and 3-FC layers + 
ReLU and MaxPool activation 0.81 70

MNIST dataset – 60000 (28x28, 2 color) images of digits

[JVC18] GAZELLE: A Low Latency Framework for Secure Neural Network Inference, Juvekar, 
Vaikuntanathan, Chandrakasan, USENIX’18

CIFAR-10 Dataset (32x32, 3 colors, 10 classes)
• 7 activation layers (convolution, ReLU, Mean Pooling)
• Time: 12.9s
• Communication: 1236MB

Hybrid solution [JVC18] for secure CNN classification
• Techniques: FHE for linear layers (SIMD operations 

with ciphertext packing), garbled circuits for non-
linear layers



Input BNN 
modelClassification

result

Compute binary neural network (BNN) 
prediction without revealing more about the 
model or the input

Customized Neural Network Binarization
• Linear scaling – scale the number of channels/neurons in all BNN layers 

with the same factor
• Train NN with scaled parameters
• Network Trimming – post-processing that removes the redundant 

channels/neurons from each hidden layer
• Feature ranking – in terms of contribution to inference accuracy 

(magnitude of gradient value, Taylor approx.)
• Iterative pruning – removes lowest importance features to maximize 

ratio of gain of efficiency/e^accuracy loss

[RSCLLK19] XONN:XNOR-based Oblivious Deep Neural Network Inference, Riazi, Samragh, Chen, Laine, 
Lauter, Koushanfar, Usenix Security 2019 
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Figure 1: Illustration of BNN customization. The bars rep-
resent the number of neurons in each hidden layer.

on absolute value of the neurons/channels [26]. In BNNs,
however, the weights/features are either +1 or �1 and the
absolute value is not informative. To overcome this issue, we
utilize first order Taylor approximation of neural networks
and sort the features based on the magnitude of the gradient
values [41]. Intuitively, the gradient with respect to a certain
feature determines its importance; a high (absolute) gradient
indicates that removing the neuron has a destructive effect on
the inference accuracy. Inspired by this notion, we develop a
feature ranking method described in Algorithm 1.
Iterative Pruning: We devise a step-by-step algorithm for
model pruning which is summarized in Algorithm 2. At
each step, the algorithm selects one of the BNN layers l

⇤

and removes the first p
⇤ features with the lowest importance

(line 17). The selected layer l
⇤ and the number of pruned

neurons p
⇤ maximize the following reward (line 15):

reward(l, p) =
ccurr� cnext

eacurr�anext

, (3)

where ccurr and cnext are the GC complexity of the BNN be-
fore and after pruning, whereas, acurr and anext denote the
corresponding validation accuracies. The numerator of this
reward encourages higher reduction in the GC cost while
the denominator penalizes accuracy loss. Once the layer
is pruned, the BNN is fine-tuned to recover the accuracy
(line 18). The pruning process stops once the accuracy drops
below a pre-defined threshold.

3.2 Oblivious Inference
BNNs are trained such that the weights and activations are
binarized, i.e., they can only have two possible values: +1
or�1. This property allows BNN layers to be rendered using
a simplified arithmetic. In this section, we describe the func-
tionality of different layer types in BNNs and their Boolean
circuit translations. Below, we explain each layer type.
Binary Linear Layer: Most of the computational com-
plexity of neural networks is due to the linear operations in
CONV and FC layers. As we discuss in Section 2.1, linear
operations are realized using vector dot product (VDP). In
BNNs, VDP operations can be implemented using simplified
circuits. We categorize the VDP operations of this work into

Algorithm 1 XONN Channel Sorting for CONV Layers

Inputs: Trained BNN with loss function L , CONV layer l

with output shape of h1⇥h2⇥ f , subsampled validation
data and labels {(X1,z1), . . . ,(Xk,zk)}
Output: Indices of the sorted channels: {i0, . . . , i f }

1: G zeros(k⇥h1⇥h2⇥ f ) . define gradient tensor
2: for i = 1, . . . ,k do
3: L = L (Xi,zi) . evaluate loss function
4: —Y = ∂L

∂Y l
. compute gradient w.r.t. layer output

5: G[i, :, :, :] —Y . store gradient
6: end for
7: Gabs |G| . take elementwise absolute values
8: gs zeros( f ) . define sum of absolute values
9: for i = 1, . . . , f do

10: gs[i] sum(Gabs[:, :, :, i])
11: end for
12: {i0, . . . , i f } sort(gs)
13: return {i0, . . . , i f }

two classes: (i) Integer-VDP where only one of the vectors is
binarized and the other has integer elements and (ii) Binary-
VDP where both vectors have binary (±1) values.
Integer-VDP: For the first layer of the neural network, the
server has no control over the input data which is not nec-
essarily binarized. The server can only train binary weights
and use them for oblivious inference. Consider an input vec-
tor x 2 Rn with integer (possibly fixed-point) elements and
a weight vector w 2 {�1,1}n with binary values. Since the
elements of the binary vector can only take +1 or �1, the
Integer-VDP can be rendered using additions and subtrac-
tions. In particular, the binary weights can be used in a se-
lection circuit that decides whether the pertinent integer in-
put should be added to or subtracted from the VDP result.

XNOR

+1 +1 -1 -1

-1 +1 -1 -1
-1 +1 +1 +1 +2

1 1 0 0

0 1 0 0
0 1 1 1 +2

MULT SUM

PopCount

Figure 2: Equivalence of Binary-VDP and XnorPopcount.

Binary-VDP: Consider a dot product between two binary
vectors x 2 {�1,+1}n and w 2 {�1,+1}n. If we encode
each element with one bit (i.e., �1 ! 0 and +1 ! 1),
we obtain binary vectors xb 2 {0,1}n and wb 2 {0,1}n.
It has been shown that the dot product of x and w can
be efficiently computed using an XnorPopcount opera-
tion [18]. Figure 2 depicts the equivalence of VDP(x,w) and

5



BNN Architecture Runtime (s)
Communicat

ion (MB) Accuracy

BM1: 3FC layers + 
binary activation 0.13 4.27 97.6%

BM2: 1-Conv and 
3-FC layers + 

binary activation
0.16 38.28 98.64%

BM3: 2-Conv, 2-MP 
and 3-FC layers + 
binary activation

0.15 32.13 99%

Garbled Circuits + Conditional Oblivious Addition, customized BNNs
• Evaluation: MNIST dataset – 60000 (28x28) images of digits

[RSCLLK19] XONN:XNOR-based Oblivious Deep Neural Network Inference, Riazi, Samragh, Chen, 
Laine, Lauter, Koushanfar, Usenix Security 2019 

7 Experimental Results

We evaluate XONN on MNIST and CIFAR10 datasets, which
are two popular classification benchmarks used in prior
work. In addition, we provide four healthcare datasets to
illustrate the applicability of XONN in real-world scenarios.
For training XONN, we use Keras [16] with Tensorflow back-
end [5]. The source code of XONN is compiled with GCC
5.5.0 using O3 optimization. All Boolean circuits are syn-
thesized using Synopsys Design Compiler 2015. Evaluations
are performed on (Ubuntu 16.04 LTS) machines with Intel-
Core i7-7700k and 32GB of RAM. The experimental setup
is comparable (but has less computational power) compared
to the prior art [32]. Consistent with prior frameworks, we
evaluate the benchmarks in the LAN setting.

7.1 Evaluation on MNIST
There are mainly three network architectures that prior
works have implemented for the MNIST dataset. We convert
these reference networks into their binary counterparts and
train them using the standard BNN training algorithm [18].
Table 3 summarizes the architectures for the MNIST dataset.

Table 3: Summary of the trained binary network architec-
tures evaluated on the MNIST dataset. Detailed descriptions
are available in Appendix A.2, Table 13.

Arch. Previous Papers Description
BM1 SecureML [40], MiniONN [38] 3 FC

BM2 CryptoNets [19], MiniONN [38],
DeepSecure [52], Chameleon [49] 1 CONV, 2 FC

BM3 MiniONN [38], EzPC [15] 2 CONV, 2MP, 2FC

Analysis of Network Scaling: Recall that the classification
accuracy of XONN is controlled by scaling the number of
neurons in all layers (Section 3.1). Figure 9a depicts the in-
ference accuracy with different scaling factors (more details
in Table 11 in Appendix A.2). As we increase the scaling
factor, the accuracy of the network increases. This accuracy
improvement comes at the cost of a higher computational
complexity of the (scaled) network. As a result, increasing
the scaling factor leads to a higher runtime. Figure 9b depicts
the runtime of different BNN architectures as a function of
the scaling factor s. Note that the runtime grows (almost)
quadratically with the scaling factor due to the quadratic in-
crease in the number of Popcount operations in the neural
network (see BM3). However, for the BM1 and BM2 net-
works, the overall runtime is dominated by the constant ini-
tialization cost of the OT protocol (⇠ 70 millisecond).
GC Cost and the Effect of OCA: The communication cost
of GC is the key contributor to the overall runtime of XONN.
Here, we analyze the effect of the scaling factor on the total
message size. Figure 10 shows the communication cost of

(a) (b)

Figure 9: Effect of scaling factor on (a) accuracy and (b) in-
ference runtime of MNIST networks. No pruning was ap-
plied in this evaluation.

GC for the BM1 and BM2 network architectures. As can
be seen, the message size increases with the scaling factor.
We also observe that the OCA protocol drastically reduces
the message size. This is due to the fact that the first layer
of BM1 and BM2 models account for a large portion of the
overall computation; hence, improving the first layer with
OCA has a drastic effect on the overall communication.

Figure 10: Effect of OCA on the communication of the BM1
(left) and BM2 (right) networks for different scaling factors.
No pruning was applied in this evaluation.

Comparison to Prior Art: We emphasize that, unlike pre-
vious work, the accuracy of XONN can be customized by
tuning the scaling factor (s). Furthermore, our channel/neu-
ron pruning step (Algorithm 2) can reduce the GC cost in
a post-processing phase. To provide a fair comparison be-
tween XONN and prior art, we choose a proper scaling factor
and trim the pertinent scaled BNN such that the correspond-
ing BNN achieves the same accuracy as the previous work.
Table 4 compares XONN with the previous work in terms of
accuracy, latency, and communication cost (a.k.a., message
size). The last column shows the scaling factor (s) used to in-
crease the width of the hidden layers of the BNN. Note that
the scaled network is further trimmed using Algorithm 2.

In XONN, the runtime for oblivious transfer is at least
⇠ 0.07 second for initiating the protocol and then it grows
linearly with the size of the garbled tables; As a result, in
very small architectures such as BM1, our solution is slightly
slower than previous works since the constant runtime dom-
inates the total runtime. However, for the BM3 network
which has higher complexity than BM1 and BM2, XONN
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GC for the BM1 and BM2 network architectures. As can
be seen, the message size increases with the scaling factor.
We also observe that the OCA protocol drastically reduces
the message size. This is due to the fact that the first layer
of BM1 and BM2 models account for a large portion of the
overall computation; hence, improving the first layer with
OCA has a drastic effect on the overall communication.
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No pruning was applied in this evaluation.

Comparison to Prior Art: We emphasize that, unlike pre-
vious work, the accuracy of XONN can be customized by
tuning the scaling factor (s). Furthermore, our channel/neu-
ron pruning step (Algorithm 2) can reduce the GC cost in
a post-processing phase. To provide a fair comparison be-
tween XONN and prior art, we choose a proper scaling factor
and trim the pertinent scaled BNN such that the correspond-
ing BNN achieves the same accuracy as the previous work.
Table 4 compares XONN with the previous work in terms of
accuracy, latency, and communication cost (a.k.a., message
size). The last column shows the scaling factor (s) used to in-
crease the width of the hidden layers of the BNN. Note that
the scaled network is further trimmed using Algorithm 2.

In XONN, the runtime for oblivious transfer is at least
⇠ 0.07 second for initiating the protocol and then it grows
linearly with the size of the garbled tables; As a result, in
very small architectures such as BM1, our solution is slightly
slower than previous works since the constant runtime dom-
inates the total runtime. However, for the BM3 network
which has higher complexity than BM1 and BM2, XONN
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Garbled Circuits + Conditional Oblivious Addition, customized BNNs
• Evaluation: CIFAR-10 dataset – 60 000 (32x32) color images in 10 different classes

[RSCLLK19] XONN:XNOR-based Oblivious Deep Neural Network Inference, Riazi, Samragh, Chen, 
Laine, Lauter, Koushanfar, Usenix Security 2019 

BNN Architecture Runtime (s)
Communicat

ion (MB) Accuracy

BC2: 9CONV + 
3MP+1FC + BN 

+Softmax
10.35 3.4 82%

BC3: BC2 with 
larger windows and 

input size
35.77 11.89 86%

BC4: 11CONV + 
3MP+1FC+ BN 
+Softmax (dim 

BC3)

123.94 41.37 88%

achieves a more prominent advantage over prior art. In sum-
mary, our solution achieves up to 7.7⇥ faster inference (av-
erage of 3.4⇥) compared to Gazelle [10]. Compared to Min-
iONN [9], XONN has up to 62⇥ lower latency (average of
26⇥) Table 4. Compared to EzPC [25], our framework is
34⇥ faster. XONN achieves 37.5⇥, 1859⇥, 60.4⇥, and 14⇥
better latency compared to SecureML [8], CryptoNets [14],
DeepSecure [13], and Chameleon [7], respectively.

Table 4: Comparison of XONN with the state-of-the-art for
the MNIST network architectures.

Arch. Framework Runtime (s) Comm. (MB) Acc. (%) s

BM1

SecureML 4.88 - 93.1 -
MiniONN 1.04 15.8 97.6 -

EzPC 0.7 76 97.6 -
Gazelle 0.09 0.5 97.6 -
XONN 0.13 4.29 97.6 1.75

BM2

CryptoNets 297.5 372.2 98.95 -
DeepSecure 9.67 791 98.95 -
MiniONN 1.28 47.6 98.95 -
Chameleon 2.24 10.5 99.0 -

EzPC 0.6 70 99.0 -
Gazelle 0.29 8.0 99.0 -
XONN 0.16 38.28 98.64 4.00

BM3

MiniONN 9.32 657.5 99.0 -
EzPC 5.1 501 99.0 -

Gazelle 1.16 70 99.0 -
XONN 0.15 32.13 99.0 2.00

7.2 Evaluation on CIFAR-10
In Table 5, we summarize the network architectures that we
use for the CIFAR-10 dataset. In this table, BC1 is the bina-
rized version of the architecture proposed by MiniONN. To
evaluate the scalability of our framework to larger networks,
we also binarize the Fitnet [53] architectures, which are de-
noted as BC2-BC5. We also evaluate XONN on the popular
VGG16 network architecture (BC6). Detailed architecture
descriptions are available in Appendix A.2, Table 13.

Table 5: Summary of the trained binary network architec-
tures evaluated on the CIFAR-10 dataset.

Arch. Previous Papers Description

BC1 MiniONN[9], Chameleon [7],
EzPC [25], Gazelle [10] 7 CONV, 2 MP, 1 FC

BC2 Fitnet [53] 9 CONV, 3 MP, 1 FC
BC3 Fitnet [53] 9 CONV, 3 MP, 1 FC
BC4 Fitnet [53] 11 CONV, 3 MP, 1 FC
BC5 Fitnet [53] 17 CONV, 3 MP, 1 FC
BC6 VGG16 [54] 13 CONV, 5 MP, 3 FC

Analysis of Network Scaling: Similar to the analysis on
the MNIST dataset, we show that the accuracy of our binary
models for CIFAR-10 can be tuned based on the scaling fac-
tor that determines the number of neurons in each layer. Fig-
ure 11a depicts the accuracy of the BNNs with different scal-

ing factors. As can be seen, increasing the scaling factor en-
hances the classification accuracy of the BNN. The runtime
also increases with the scaling factor as shown in Figure 11b
(more details in Table 12, Appendix A.2).

(a) (b)

Figure 11: (a) Effect of scaling factor on accuracy for
CIFAR-10 networks. (b) Effect of scaling factor on runtime.
No pruning was applied in this evaluation.

Comparison to Prior Art: We scale the BC2 network with
a factor of s = 3, then prune it using Algorithm 2. Details
of pruning steps are available in Table 10 in Appendix A.1.
The resulting network is compared against prior art in Ta-
ble 6. As can be seen, our solution achieves 2.7⇥, 45.8⇥,
9.1⇥, and 93.1⇥ lower latency compared to Gazelle, EzPC,
Chameleon, and MiniONN, respectively.

Table 6: Comparison of XONN with prior art on CIFAR-10.
Framework Runtime (s) Comm. (MB) Acc. (%) s
MiniONN 544 9272 81.61 -
Chameleon 52.67 2650 81.61 -

EzPC 265.6 40683 81.61 -
Gazelle 15.48 1236 81.61 -
XONN 5.79 2599 81.85 3.00

7.3 Evaluation on Medical Datasets

One of the most important applications of oblivious infer-
ence is medical data analysis. Recent advances in deep learn-
ing greatly benefit many complex diagnosis tasks that require
exhaustive manual inspection by human experts [55, 56, 57,
58]. To showcase the applicability of oblivious inference in
real-world medical applications, we provide several bench-
marks for publicly available healthcare datasets summarized
in Table 7. We split the datasets into validation and training
portions as indicated in the last two columns of Table 7. All
datasets except Malaria Infection are normalized to have 0
mean and standard deviation of 1 per feature. The images of
Malaria Infection dataset are resized to 32⇥32 pictures. The
normalized datasets are quantized up to 3 decimal digits. De-
tailed architectures are available in Appendix A.2, Table 13
We report the validation accuracy along with inference time
and message size in Table 8.
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Training Set 
Partition I 

Training Set 
Partition IINN model

Compute Neural network (NN) training without 
revealing more about the model or the input

[MZ17] SecureML: A System for Scalable Privacy-Preserving Machine Learning, Mohassel, Zhang, 2017 

Online Offline

RELU 14951.2s 10332.3s

Square 16783.9s 4260.3s

MNIST dataset – 60000 (28x28) images of digits
LAN setting (no measurement for WAN)
2 hidden layers NN with 128 neurons
SGD with batch size 128 and convergence at 15 epochs



[SGPR18] Make Some ROOM for the Zeros: Data Sparsity in Secure Distributed Machine Learning, 
Gascon, Schoppmann, Pinkas, Raykova, CCS 2019



Dataset Docs Classes
Features 

Total
Nonzero
Features

SecureML
[MZ17]

Ours
[SGPR18]

Movies 34341 2 95626 136 6h23m27.85s 2h43m51.5s

News
groups 9051 20 101631 98 1h41m4.74s 41m45.73s

Language 
Ngrams 783 11 9915 231 1h2m10.0s 5m30.1s

Logistic Regression Training on 
Sparse Data [SGPR18]

[SGPR18] Make Some ROOM for the Zeros: Data Sparsity in Secure Distributed Machine Learning, 
Gascon, Schoppmann, Pinkas, Raykova, CCS 2019



[SGPR18] Make Some ROOM for the Zeros: Data Sparsity in Secure Distributed Machine Learning, 
Gascon, Schoppmann, Pinkas, Raykova, CCS 2019



Weak devices

Star communication

Devices may drop out



Compute sums of model parameters without 
revealing individual inputs

Learn local 
model

Aggregate parameters 
for global model

(a) Wall-clock running time per client, as the number of
clients increases. The data vector size is fixed to 100K
entries.

(b) Wall-clock running time per client, as the size of the
data vector increases. The number of clients is fixed to
500.

(c) Total data transfer per client, as the number of clients
increases. Different lines show different data vector sizes.
Assumes no dropouts.

(d) Total data expansion factor per client, as compared
to sending the raw data vector to the server. Differ-
ent lines represent different values of n. Assumes no
dropouts.

Figure 6: Client Running Time and Data Transfer Costs. All wall-clock running times are for a single-threaded

client implemented in Java, and ignore communication latency. Plotted points represent averages over 10 end-

to-end iterations, and error bars represent 95% confidence intervals. (Error bars are omitted where measured

standard deviation was less than 1%).

server. This is essentially the “worst case” dropout, since all
other clients have already incorporated the dropped clients’
masks, and the server must perform an expensive recovery
computation to remove them. We also assumed that client’s
data vectors had entries such that at most 3 bytes are required
to store the sum of up to all clients’ values without overflow.

We ran single-threaded simulations on a Linux workstation
with an Intel Xeon CPU E5-1650 v3 (3.50 GHz), with 32 GB
of RAM. Wall-clock running times and communication costs
for clients are plotted in Figure 6. Wall clock running times
for the server are plotted in Figure 7, with different lines
representing different percentages of clients dropping out.
Figure 8 shows wall-clock times per round for both the client
and the server. We omit data transfer plots for the server, as
they are essentially identical to those for the client, except
higher by a factor of n. This is because the incoming data

of the server is exactly the total outgoing data of all clients,
and vice versa. We also do not plot bandwidth numbers for
different numbers of dropouts, as the number of dropouts
does not have a significant impact on this metric.

In our simulations, for both the client and the server,
almost all of the computation cost comes from expanding the
various PRG seeds to mask the data vector. Compared to
this, the computational costs of key agreement, secret sharing
and reconstruction, and encrypting and decrypting messages
between clients, are essentially negligible, especially for large
choices of n and data vector size. This suggests that using
an optimized PRG implementation would yield a significant
running-time improvement over our prototype.

As seen in Figures 6a and 6b, the running time of each
client increases linearly with both the total number of clients
and the number of data vector entries, but does not change
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Google’s interactive protocol for Secure Aggregation 
[BIKMMPRSS17]

[BIKMMPRSS17] Practical Secure Aggregation for Federated Learning on User-Held Data, Bonawitz, 
Ivanov, Kreuter, Marcedone, McMahan, Patel, Ramage, Segal, Seth, CCS’17 

Vector size 100K 500 Clients



Each device: encode input and compute validity 
proof, and send part to each server

Distributed Aggregation with Several Servers 
(At Least One Honest Server)

MPC to verify proof and 
compute
aggregate statistics

Regression 
dimension

Throughput per second
Rate 

SlowdownNo privacy and 
robustness

Prio: privacy and 
robustness

2 14688 2608 5.6x

4 15426 2165 7.1x

6 14773 2048 7.2x

8 15975 1606 9.5x

10 15589 1430 10.9x

12 15189 1312 11.6x

Training of D-dimensional least squares regression [CB17]
Deployment in Firefox

5 servers

[CB18] Prio: Private, Robust, and Scalable Computation of Aggregate Statistics, Corrigan-Gibbs, Boneh, 
NSDI’18



The output does not reveal whether 
an individual was in the input 
database

What does the output reveal 
about individuals?



Central Model Local Model

A
A(X)

A
A(X’)

(𝜺,𝛅)-differential privacy
∀ neighboring X,X’, and ∀ sets of output T

Prcoins of A[A(X)∊T] ≦ e𝜺 .Prcoins of A[A(X’)∊T] + 𝛅
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A(x’,B)

(𝜺,𝛅)-local differential privacy
∀ neighboring x,x’, ∀ behavior B of other parties, and 
∀ sets of output T

Prcoins of Qi[A(x,B)∊T] ≦ e𝜺 .Prcoins of Qi[A(x’,B)∊T] + 𝛅

General methods: 
• Global sensitivity method: Laplace, Gaussian 

mechanisms [DMNS06]
• Exponential mechanism [MT07]
Specialized methods 
• DP Empirical Risk Minimization [DJW13, FTS17]
• DP Stochastic Gradient Descent (SGD) and Neural 

Nets [ACGMMTZ16]
• DP Bayesian Inference [WFS15, JDH16, PFCW16]

Google RAPPOR [EPK14]
Apple Privacy Preserving Statistics in iOS

Challenge: utility/privacy trade-offs



[BNST17] : improve runtime matching error lower bound
Õ(n) server work, Õ(1) user work, Worst case error: O( 𝑛 log 𝑑)

Practical Locally Private Heavy Hitters, Bassily, Nissim, Stemmer, Thakurta, NeurIPS 2017

10 million samples with 25991 unique words

𝜺 = ln(3) 



[WBJL17] : LDP Framework

Parameter optimization and better utility
New Protocols: Optimal Local Hashing (OLH), Binary Local Hashing (BLH) 

Average Squared Error True Positives

Locally Differentially Private Protocols for Frequency Estimation, Wang, Blocki, Li, Jha, USENIX’17



[CSUZZ18] Distributed Differential Privacy via 
Shuffling, Cheu, Smith, Ullman, Zeber, Zhilyaev

[EFMRTT18] Amplification by shuffling: From 
local to central differential privacy by 
anonymity, Erlingsson, Feldman, Mironov, 
Raghunathan, Talwar, Thakurt

[BEMMPLRKTS18] PROCHLO: Strong 
Privacy for Analytics in the Crowd, Bittau, 
Erlingsson, Maniatis, Mironov, Raghunathan, 
Rudominer, Kode, Tinnes, Seefeld, SOSP’17
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Trusted to protect other users’ data
• Not adding noise can compromise the 

privacy of others



[CSUZZ18] Distributed Differential Privacy via 
Shuffling, Cheu, Smith, Ullman, Zeber, Zhilyaev, 
Eurocrypt’19

[EFMRTT18] Amplification by shuffling: From 
local to central differential privacy by 
anonymity, Erlingsson, Feldman, Mironov, 
Raghunathan, Talwar, Thakurt, SODA’19

[BEMMPLRKTS18] PROCHLO: Strong 
Privacy for Analytics in the Crowd, Bittau, 
Erlingsson, Maniatis, Mironov, Raghunathan, 
Rudominer, Kode, Tinnes, Seefeld, SOSP’17
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A(X)

(𝜺,𝛅) DP, 𝜺∊(0,1) Error

Shuffle model 
[CSUZZ18,EFMRTT18]

O(1/𝜺 log(n/𝛅))

Local model O(1/𝜺 𝑛)

Central model O(1/𝜺)

Prochlo
(Google [BEMMRLRKTS18])

• Implements shuffle using SGX
• Evaluation: recovering unique 

words
• 16-120x more recovered 

words than RAPPOR on data 
sets 10K-10M

• Runtime: 2h for 10M
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Aggregation

Reduces 𝛆 to 𝛆/ 𝑛



[BBGN’19] The Privacy Blanket of the Shuffle 
Model, B. Balle, J. Bell, A. Gascon, K. Nissim, 
2019
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• Matching Lower and Upper Bound for Single Message Shuffle 
Model Protocols for Private Summation of Real Numbers
• Error 𝛀(n1/6)

• New Privacy Amplification Result for Shuffled Mechanisms
• Extends the amplification to 𝛆 = O(log n)

Trusted to protect other users’ data
• Not adding noise can compromise the 

privacy of others



[RSY18] Turning HATE Into LOVE: 
Homomorphic Ad Hoc Threshold Encryption 
for Scalable MPC, Reyzin, Smith, Yakoubov

[IKOS06] Cryptography from Anonymity, 
Yuval Ishai, Eyal Kushilevitz, Rafail Ostrovsky, 
Amit Sahai

“Turning HATE into LOVE”
[RSY18]

• Large-scale One-server Vanishing-
participants Efficient MPC from 
Homomorphic Adhoc Threshold 
Encryption

• Lower bound 3 message flows 
with setup (PKI)

• DP not considered
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Qn

U
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C

uratorSecure 
Aggregation

Central DP Utility 

Non-interactive Private 
Statistics 

[IKOS06]

• Assumption anonymous channels 
• Each party shares its input and 

everyone sends their shares to 
the server using the anonymous 
channels



§ Communication Efficient and Differentially Private SGD

[ASYKM18] cpSGD: Communication-efficient 
and differentially-private distributed SGD, 
Agarwal, Suresh, Yu, Kumar, Mcmahan, 
NeurIPS, 2018 

Distributed SGD gradient updates
• Distributed Noise Addition + 

Secure Aggregation
• Quantization for better efficiency
• Binomial noise instead of 

Gaussian – better utility when 
composed with quantization

Figure 1: Comparison of error
vs privacy for Gaussian and Bi-
nomial mechanism at different
scales

(a) " = 4.0 (b) " = 2.0

Figure 2: cpSGD with rotation on the infinite MNIST
dataset. k is the number of quantization levels, and m is
the parameter of the binomial noise (p = 0.5, s = 1). The
baseline is without quantization and differential privacy.
� = 10�9.

is very similar to the Gaussian mechanism. This result agrees with the Berry-Esseen type
Central limit theorems for the convergence of one dimensional Binomial distribution to the
Gaussian distribution.

In Figure 1, we plot the error vs " for Gaussian and Binomial mechanism. Observe that as
scale is reduced, error vs privacy trade-off for Binomial mechanism approaches that of Gaussian
mechanism.

4 Distributed mean estimation (DME)

We have related the SGD convergence rate to the MSE in approximating the gradient at each
step in Corollary 1. Eq. (1) relates the communication cost of SGD to the communication cost
of estimating gradient means. Advanced composition theorem (Thm. 3.5 [19]) or moments
accounting [2] can be used to relate the privacy guarantee of SGD to that of gradient mean
estimate at each instance t. We also note that in SGD, we often sample the clients, standard
privacy amplification results via sampling [2], can be used to get tighter bounds in this case.

Therefore, akin to [34], in the rest of the paper we just focus on the MSE and privacy
guarantees of DME. The results for synchronous distributed GD follow from Corollary 1
(convergence), advanced composition theorem (privacy), and Eq. (1) (communication).

Formally, the problem of DME is defined as given n vectors X , {X1 . . . Xn} where Xi 2 Rd

is on client i, we wish to compute the mean

X̄ =
1

n

nX

i=1

Xi

at a central server. For gradient descent at each round t, Xi is set to gti . DME is a
fundamental building block for many distributed learning algorithms including distributed
PCA/clustering [25].

While analyzing private DME we assume that each vector Xi has bounded `2 norm, i.e.
kXik  D. The reason to make such an assumption is to be able to define and analyze the

8



§ Why ZK proofs?
§ Blockchain application – prove properties about encrypted data
§ Machine learning – prove input properties, generate proofs for correct 

model training or evaluation

§ ZK protocols efficiency properties 
§ Prover’s efficiency
§ Verifier’s efficiency 
§ Succinctness – proof length
§ (Non-)interactiveness
§ Trusted setup: common reference string

§ SNARKS (succinct non-interactive arguments of knowledge) vs 
others 
§ Existing constructions require trusted setup
§ Hybrid construction – zkSHARKs [RVT18]

Prove that you know something 
without revealing it

ct = Enc(x)
x ∊ [0, 1]

𝛑
sk, x

statement

proof

witness



§ Most existing ZK SNARK constructions leverage QAPs 
(quadratic arithmetic programs) [GGPR13,PGHR13]
§ Pinocchio[PGHR13], Geppetto[CFHKKNPZ14] 
§ libsnark [BCTV14,CTV15]
§ Jsnark [KPS18]
§ Buffet [WSRBW15]

§ Distributed Zero Knowledge [WZCPS18] – distribute the 
proof generation on a cluster
§ Prover time: 10𝜇s per gate
§ Verifier’s time: 2ms + 0.5𝜇s.(#input group elements)

[GGPR13] Quadratic Span Programs and Succinct 
NIZKs without PCPs, Gennaro, Gentry, Parno, Raykova, 
EC13

[PGHR] Pinocchio: Nearly Practical Verifiable 
Computation, Parno, Gentry, Howell, Raykova, S&P13

[CFHKKNPZ14] Geppetto: Versatile Verifiable 
Computation, Costello, Fournet, Howell, Kohlweiss, 
Kreuter, Naehrig, Parno, Zahur, S&P15

[BCTV14] Scalable Zero Knowledge via Cycles of 
Elliptic Curves, Ben-Sasson, Chiesa, Tromer, Virza, 
CRYPTO14

[CTV15] Cluster Computingin Zero Knowledge, Chiesa, 
Tromer, Virza, EC15

[KPS18] xJsnark: A Framework for Efficient Verifiable 
Computation, Koshba, Papamanthou, Shi, S&P18

[WSRBW15] Efficient RAM and control flow in verifiable 
outsourced computation, Wahby, Setty, Ren, Blumberg, 
Walfish, NDSS15

[WZCPS18] DIZK: A Distributed Zero Knowledge Proof 
System, Wu, Zheng, Chiesa, Popa, Stoica, USENIX18

Application Prover`s time 

Matrix multiplication (700x700) 74s

Covariance matrix (20K points in 500 dim) 80s

Linear regression (20K points in 500 dim) 95s



§ Libra (C – circuit size, d – circuit depth): 
§ Linear Prover: O(C); Proof size and verification: O(d logC)
§ Interactive protocol based on GKR (Proof for Muggles)

Libra: Succinct Zero-Knowledge Proofs with 
Optimal ProverComputation, Xie, Zhang, 
Zhang, Papamanthou, Song, IEEE S&P 2020
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(c) P time: Merkle tree

(d) V time: MatMul. (e) V time: 16x Lanczos (f) V time: Merkle tree

(g) Proof size: MatMul. (h) Proof size: 16x Lanczos (i) Proof size: Merkle tree

Figure 1: Comparisons of prover time, proof size and verification time between Libra and existing
zero knowledge proof systems.

Proof size. We report the proof size in Figure 1(g)(h)(i). Our proof size is much bigger than libSNARK,
which is 128 bytes for all circuits, and Bulletproof, which ranges in 2 � 5.5KBs. The proof size in Libra is in
the range of 30-60KBs, except for the matrix multiplications where it reduces to 5 � 9KBs. This is better
than Aurora, Hyrax and libSTARK, which also have poly-logarithmic proof size to the circuit. Finally, the
proof size in Ligero is O(

p
C) and grows to several megabytes in practice.

Setup time. Among all the systems, only Libra and libSNARK require trusted setup. Thanks to the
optimization described in the beginning of this section, it only takes 202s to generate the public parameters
in our largest instance with n = 224. Libra only needs to perform this setup once and it can be used for all
benchmarks and all circuits with no more inputs. libSNARK requires a per-circuit setup. For example, it
takes 1027s for the Merkle tree with 256 leaves, and takes 210s for 64 ⇥ 64 matrix multiplications.
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in our largest instance with n = 224. Libra only needs to perform this setup once and it can be used for all
benchmarks and all circuits with no more inputs. libSNARK requires a per-circuit setup. For example, it
takes 1027s for the Merkle tree with 256 leaves, and takes 210s for 64 ⇥ 64 matrix multiplications.
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§ Efficiency:
§ Proof: [O(log n), O(n)]
§ Verifier’s work: [O(log n), O(n)]
§ Prover’s work: Õ(n)

§ Many approaches based on different techniques
§ Discrete Log Based: BCCGP[BCCGP16], Bullet Proofs [BBBPWM18]
§ MPC Based: ZKBoo++ [CDGORRSZ17], Ligero [AHIV17] 
§ IOP Based: Hyrax[WTsTW18], ZK-STARKs [BBHR18], Aurora [BCRSVW18]

[BCCGR16] Efficient zero-knowledge arguments for 
arithmetic circuits in the discrete log setting, Bootle, 
Cerulli, Chaidos, Groth, Petit, EC16

[BBBPWM18] Bulletproofs: Efficient range proofs for 
confidential transactions, Bunz, JBootle, Boneh, 
Poelstra, Wuille, Maxwell, S&P18

[CDGORRSZ17] Post-quantum zero-knowledge and 
signatures from symmetric-key primitives, Chase, 
Derler, Goldfeder, Orlandi, Ramacher, Rechberger, 
Slamanig, Zaverucha, CCS17

[AHIV17] Ligero: Lightweight sublinear arguments 
without a trusted setup, Ames, Hazay, Ishai, 
Venkitasubramaniam, CCS17

[WTsTW18] Doubly-efficient zkSNARKs without 
trusted setup, Wahby, Tzialla, shelat, Thaler, Walfish, 
S&P18

[BBHR18] Scalable, transparent, and post-quantum 
secure computational integrity, Ben-Sasson, Bentov, 
Horesh, Riabzev, ‘18

[BCRSVW18] Aurora: Transparent Succinct 
Arguments for R1CS , Ben-Sasson, Chiesa, Riabzev, 
Spooner, Virza, Ward, ‘18

Proof size Prover time Verifier Time

[WTsTW18] SHA-256 Merkle Tree 
Knowledge of leaf assignment corresponding to the root



§ Interactive Oracle Proofs

§ Quasilinear prover, Polylogarithmic verifier

Scalable, transparent, and post-quantum 
secure computational integrity, Ben-Sasson, 
Bentov, Horesh, Riabzev , Crypto 2019

• BCCGP with logarithmic communication complexity and 128-bit security, single threaded (same
system used in [31])

• Ligero with 60 bits of security (same system as reported in [1]);

• our ZK-STARK, with 60-bit security ZK-STARK; we estimate prover prover time for 80 bits to be at
most 5% longer; cf. Appendix B.5.1.

We now briefly discuss the performance of these (and other prior reported works), focusing on the
following complexity parameters: prover time, verifier time, and communication complexity.

Prover complexity Nearly all systems surveyed earlier have prover complexity that scales either linearly
or nearly-linearly in computation size. As shown in Figure 3, our ZK-STARK prover is at least 10⇥ faster
than the other measured systems across the full range of compared computations (all systems were tested
up to maximal proving time of 12 hours). We hope to perform similar “apples-to-apples” comparisons (i.e.,
same machine, circuit depth, width and size) with other systems like Hyrax and BulletProofs in future
work.
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Figure 3: An “apples-to-apples” comparison of different realized proof systems as function of computation size, measured by
number of multiplication gates. All systems were tested on the same server (specs below) and executed a computation of size
and structure corresponding to the “exhaustive subset-sum” program from [13, Section 3]. The compared systems are SCI (pur-
ple x-marks), which lacks ZK, libSNARK (blue triangles), BCCGP (cyan +-marks), executed in single-thread mode, Ligero (red
squares) and ZK-STARK (green circles). From left to right, we measure prover time, verifier time and communication complexity.
For libSNARK, the hollow marks in the middle and right plots measure only post-processing verification time and CC, respectively;
the full marks measure total verification time and CC, and this includes the (non-transparent) key-generation phase. Server speci-
fication: 32 AMD cores at clock speed of 3.2GHz, with 512GB of DDR3 RAM. (Each pair of cores shares memory; this roughly
corresponds to a machine with 16 cores and hyper-threading.)

Verifier complexity Different proof systems excel on different circuit topologies. For example, Ligero
achieves best performance for circuits of size s that are iterated s times (i.e., when depth ⇡ w ⇡

p
mult),

and Hyrax works best on small depth, massively parallel, circuits (depth = O(1) and w,mult � depth).
The concrete performance of IOP-based systems on such circuit topologies is an interesting question, left
for future work.

For “deep” and “narrow” circuits, like the ones arising from the DPM, verifier arithmetic complexity
of prior works scales at least like

p
mult (and, often, like mult), whereas our ZK-STARK scales like w +

logmult (see Theorems 3.4 and 3.5). Consequently, for medium- and large-scale sequential computations
our ZK-STARK verifier time is better than other solutions, as shown by the middle plot of Figure 3. We

12

Number of Multiplication Gates

DNA Profile Matching

A Measurements of the ZK-STARK for the DNA profile match

In this section we provide additional raw measurements for proving complexity and verification complexity
for the DPM discussed in Section 1. We used two separate machines to measure performance: a strong
server for the prover, and a “standard” laptop for the verifier.

A.0.1 Prover

Figure 6 shows the running time required to generate the ZK-STARK proofs, both in absolute terms (left)
and as a multiplicative overhead in running time over naı̈ve computation (middle). On the right we plot the
size occupied by the all IOP oracles and Merkle trees used by the prover. Due to space limitations (768GB of
RAM, henceforth called the “RAM threshold”), the actual space used by the prover was lower than plotted
there but saving space required larger running time. Specifically, notice that at n = 214 ⇡ 16, 000 the total
space (plotted on right) passes the RAM threshold, corresponding to (and explaining) the jump in proving
time which is noticed on the middle plot at the same value of n. This jump is due to re-computing parts of
the proof oracles on demand, which is required to operate within RAM limits.

The code of the prover (written in C++) has been optimized for large instances and running times, hence
it uses multi-threading (MT) intensively. Our use of MT seems empirically quite efficient; in particular,
disabling MT incurs a slowdown factor close to ⇥2. The relatively large multiplicative overhead noticeable
on the middle plot for small instance sizes is likely explained by the overhead that the use of MT introduces.
However, since prover execution time is measured in fractions of a second for these short executions we
leave further optimizations of it to future work.
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Figure 6: On the left we plot, on a double-logarithmic scale, prover running time as a function of the number of entries (n) in
the DNA profile database. On the middle we plot the ratio between proving time to naı̈ve execution time; the horizontal axis is
logarithmic (log n) and the vertical one measures ratio. On the right we plot, on a double-logarithmic scale, the total size of all
oracles and their commitment trees (Merkle trees), generated by the prover during execution. See text inline for an explanation for
the “phase transitions” seen in the middle plot.

Prover machine specifications

• CPU (2 units) : Intel(R) Xeon(R) Platinum 8168 CPU @ 2.70GHz (24 cores, 2 threads per core)

• RAM : 768GB DDR4 (32GB ⇥24, Speed: 2666 MHz)

• SWAP : 3.2TB NVMe (1.6TB ⇥2)

• Operating System : Red Hat Enterprise Linux 7 (3.10.0-693.5.2.el7.x86 64)
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A.0.2 Verifier

Figure 7 gives the ZK-STARK verifier running time (TV) on the left, and communication complexity on the
right. The verifier is non-adaptive, which means it’s complexity can be measured even for databases sizes n
that are too large to generate a proof for. The values for which an actual proof was generated are indicated
by full circles in both plots.

The ZK-STARK verifier is comprised of two sub-verifiers. The first is the ZK-STIK verifier that verifies
proofs in the “pure” but unrealistic IOP model. The second is the sub-verifier that checks (only) consistency
of values residing in various Merkle trees with previously committed Merkle tree roots (see Section 2.5).
In both plots of Figure 7 the bottom line indicates the complexity of the ZK-STIK verifier, both for time
(left) and communication complexity (right). As evident from the Figure, the ZK-STIK complexity is small
relative to overall complexity. Morevoer, as oracle size increases, the ratio of STIK/STARK complexity
grows smaller. This is because as oracles grow larger, the relevant Merkle trees grow deeper and hence there
are more authentication paths, and each is of larger length.

We executed the verifier in single thread mode; the tests run by it are amenable to parallelization and
faster execution time. However, since verification time is already quite small we leave these further opti-
mizations to future work. Similarly, we point out that the additional memory consumption required by the
verifier is negligible, compared to the communication-complexity. In particular, when the verifier is exe-
cuted on weaker machines than the one reported here (see specificatin below), verification complexity does
not increase significantly.
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Figure 7: Verifier running time (left) and communication complexity (right) as a function of the number of entries (n) in the
DNA database size; for both plots the horizontal axis is logarithmic and the vertical one is linear. In both plots, the lower line
measure the complexity of the ZK-STIK verifier, and the upper line measures that of the ZK-STARK verifier. We stress that verifier
measurements are performed for values of n that are (significantly) larger than those for which a proof can be generated; this is
possible because our verifier is non-adaptive, thus, we tested it with randomly generated “proofs”. Full circles indicate values of n
for which proofs were generated.

Verifier machine specifications

• Model : Lenovo ThinkPad W530 Laptop

• CPU : Intel(R) Core(TM) i7-3740QM CPU @ 2.70GHz (4 cores, 2 threads per core)

• RAM : 32GB DDR3 (8GB ⇥4, Speed: 1600 MT/s)

• Operating System : Arch Linux (4.13.12-1-ARCH)
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§ Enable participants to verify the correctness of the 
auction while maintaining low-latency and high-
frequency

§ Proof for comparison and ordering of the committed 
auction bids (proof for integer comparison)

§ Privacy of the bids with respect to the auditor

Verifiable auctions for ad Exchanges, Angel, 
Walfish, SIGCOMM’13

Ad Exchange BidderSeller
Function GenVO(id, bid, adtag)
     s, s' = Setup()    // see §3, §4.5.
     c  = GenCommit(m - bid, s)
     htag = H(id || adtag)
     vo = {c, htag}      // VEX object
     vd = {s', bid, adtag}    // Decommitment

σ        = Sign(impression)id
seller

Function GenID(impression)
    // see §2.2 for defn of impression
    id = H(impression)

Function CheckVO(id, vo_list, vd_list)
    for vo ��vo_list and vd ��vd_list
       res =  ConsistencyCheck(id, vo, vd)
       if res ≠ consistent
           status = non_auditable 

Function Auction(vd_list)
     w = max_bid(vd_list)    // returns an index
     price = second_max(vd_list)   // returns a value

Function Outcome(w, price, vo_list, vd_list, status)
     adtag = vd_list[w].adtag
     htag = vo_list[w].htag
     sp = price
     outcome = {sp, htag, status}

id, vo_list

Rσ        = Sign(id || outcome)seller

id, vd

id, impression, σ idseller

id, vo

id,σ vo
seller

id, vo_list, σ vo
seller

id, outcome, adtag id, outcome

id, σ Rseller

id, impression, σ idseller

Bundle voσvo
seller = Sign(id || vo_list) 

Decommitment Round

Commitment Round
1 2

3

4

5

6

7

Figure 4—VEX’s auction phase. In the first round, bidders commit to their bids; in the second round, the ad exchange computes the auction. The
most relevant computations are shown; minor checks and actions are omitted. The arrows are labeled by the contents of protocol messages.

Ad Exchange

Auditor

Proof 
Validation

Auction Phase

Audit Request

Proofs

Audit Phase

Commitment Round

Decommitment Round

Proof 
Generation

Figure 3—VEX is divided into two phases: an auction phase, in which
the auction takes place, and an audit phase, in which an auditor veri-
fies the correctness of the auction.

4.2 Overview
Besides the ad exchange, the system participants include sellers (or
their representatives; see Section 2.2) and bidders (or their repre-
sentatives). Also any party to the auction (the seller, a bidder, or a
delegate of them) can decide to be an auditor of the auction.

Figure 3 depicts VEX. It is divided into two phases: the auction
phase (§4.3) and the audit phase (§4.4). The auction phase has two
rounds, and at a high level this structure ensures that (1) the auc-
tioneer and seller acknowledge a bid before the bidder reveals it to
the auctioneer; (2) the bidder is bound to its bid; and (3) there is
an auditable record of the auction. The purpose of the audit phase
is to validate an auction’s correctness. We say that an auction is
conducted correctly if the following condition is met:

• Auction correctness. The seller receives the highest bidder’s ad
tag, and a sale price equal to the second-highest bid (§2.2).

4.3 Auction phase
Figure 4 depicts the auction phase. As stated above, it proceeds
in two rounds. In the commitment round, the seller initiates an auc-
tion by marshaling the relevant information (ad space, user, etc.; see
Section 2.2) and generating a unique identifier (Figure 4, step ¿).
The seller transmits these contents, signed, to the auctioneer, who
forwards them to the chosen bidders. Interested bidders respond

with a VEX object, which contains a hash of the bidder’s ad tag
prepended with the auction’s id and a commitment to the bid, in-
tended for less-than proofs (§3) and equal-to proofs (§4.5) during
the audit phase (step ¡). The auctioneer bundles these VEX objects,
for signing by the seller (step ¬).

This operation freezes the VEX objects, creating a unique auction
whose input is the bundle itself. The commitment round finishes
when the auctioneer receives the signed bundle (step √).

In the decommitment round, each bidder receives the signed bun-
dle of VEX objects. After ensuring that its own VEX object is in-
cluded in the bundle, a bidder decommits: it provides to the auc-
tioneer the information needed to decode and verify its VEX object
(see “vd” in GenVO, step ¡).

Before continuing, the auctioneer checks that each VEX object
has been constructed properly; the procedure is depicted in Fig-
ure 5. If a VEX object fails this check, then the auctioneer will be
unable to pass the audit (§4.4). In this event, the auction proceeds—
it is too late for the parties to revoke their VEX objects—but the
auctioneer labels the auction non-auditable (step ƒ). We discuss
non-auditability in Section 5.2.

The rest of the round proceeds similarly to the status quo.
The auctioneer uses the decommitted bids to compute the auction,
choosing a winner and the appropriate sale price (step ≈). The auc-
tioneer then informs the parties of the outcome. The outcome in-
cludes the sale price, the index of the winning bidder’s VEX object
in the VEX object bundle (indexing within the bundle is arbitrary),

1: function CONSISTENCYCHECK(id, vo, vd)
2: if vd.s0 62 ⌃n,k then
3: return inconsistent
4: c = GenCommit(m � vd.bid, vd.s0)
5: htag = H(id || vd.adtag)
6: if c 6= vo.c or htag 6= vo.htag then
7: return inconsistent
8: return consistent

Figure 5—Pseudocode for the consistency check. id is the auction’s
identifier, vo is a bidder’s VEX object, vd is the corresponding decom-
mitment, and m is the maximum bid (§7.1). This check ensures that
the VEX object and the decommitment match.
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Figure 11—Effect of load variation on auction latency with 20 bidders. Bar heights depict median per-auction latency over 100 trials (each trial
represents an end-to-end run of the entire system for 30 seconds); error bars depict 5th and 95th percentiles. Network latency is 10 ms (introducing
a delay of ⇠40 ms for the baseline and ⇠80 ms for all of VEX’s variants); see Section 6. The horizontal dashed line at 120 ms represents a standard
ad exchange timeout; this is the maximum time that the ad exchange waits for bidders to respond.

auctions/sec (closed loop)
# bidders baseline VEX-CP VEX-NOCC

10 25,000 1,100 10,000
20 12,000 550 6,000
50 4,700 220 2,800

100 2,200 110 1,500

Figure 10—Maximum achievable auctions/sec measured at the auc-
tioneer on a single core and reported as means over 100 trials to two
significant digits. The standard deviations in all experiments are less
than 10% of the means. The baseline does no cryptographic opera-
tions, so its auction computation is considerably lighter.

seller’s point of view, specifically from steps ¡ to ≈ in Figure 1),5

network utilization (reported in terms of bytes sent and received at
application-level), and storage (computed as bytes stored on disk).

We run all of our experiments on Utah’s Emulab [58], configur-
ing VEX, VEX-CP, VEX-NOCC, and the baseline identically. Each
party (bidder, seller, auctioneer) runs on a single core. Our experi-
ments have four physical nodes; one is dedicated to the auctioneer,
two are shared by all bidders and the seller, and the remaining one
is an Emulab delay node. All simulated links have fixed 10 ms la-
tency, 1 Gbps throughput, and zero packet loss. Each node is a Dell
r820 2U server, with four 2.2 Ghz 64-bit 8-core E5-4620 “Sandy
Bridge” processors, 128 GB of 1333 MHz DDR3 RAM, running a
standard 64-bit Ubuntu 12.04 Linux operating system.

7.3 Throughput
To understand throughput, we measure the capacity (i.e., maximum
number of auctions per second) that the auctioneer can handle for
each of our variants. In this experiment, we pre-compute and load
into memory all of the inputs that the auctioneer expects from other
parties (e.g., commitments, signatures, etc), and bombard the auc-
tioneer with auction requests issued in closed loop, for 30 seconds;
this stresses the auctioneer’s part of the protocol in Figure 4. The
experiment thus includes the cost of message serialization but not
I/O and network overhead. We perform 100 trials.

Figure 10 depicts the results. VEX’s results are elided for read-
ability, but its performance is two orders of magnitude lower than
VEX-CP’s. The baseline is roughly 20⇥ better than VEX-CP’s im-
plementation at higher loads. Under VEX-NOCC, however, the slow-
down is only 2⇥. While these results might produce some sticker
shock, they are actually not surprising: the baseline performs negli-

5In the case of VEX and its variants, we stop the timer before the seller
generates �R

seller (see Figure 4).

gible work (computing the maximum of a set, etc.) while VEX and
its variants handle twice as many messages and perform crypto-
graphic operations.

We perform a similar experiment for the seller and bidder appli-
cations and find that they can sometimes be the bottlenecks in VEX’s
variants. Specifically, we observe that both applications are roughly
2 orders of magnitude slower than their baseline counterparts. The
seller reaches a capacity of 5500 auctions per second on a single
core (for 10 bidders; this number is only slightly lower for a higher
number of bidders), while the bidder application can support up to
650 auctions per second on a single core. The seller’s throughput is
limited by the three required public key operations; each takes on
average 50 µs. The limiting factor for bidders is commitment gen-
eration (§4), averaging 1.2 ms per commitment. Note that our base-
line seller application performs no computations besides sending
the request (Figure 1, Step ¡) and logging the response (Figure 1,
Step ≈), so we are not measuring the time needed to generate the
ad space and user information in these experiments.

Our results suggest that the computational bottleneck for now is
the bidder application (rather than the auctioneer). This is obviously
a limitation and a natural starting point for future work.

7.4 Latency
To investigate latency during the auction phase, we have the model
seller generate requests according to a Poisson process of varying
rate. We fix the number of bidders at 20.

Figure 11 depicts the results. When lightly loaded (50 re-
quests/sec), VEX-CP and VEX-NOCC process auctions in less than
120 ms (at the 95th percentile). The latency overhead versus the
baseline is 55 ms for VEX-CP and 51 ms for VEX-NOCC, the major-
ity (⇠40 ms) coming from an additional round of communication.

VEX’s latency rises with offered load because the load is exceed-
ing VEX’s (anemic) capacity; VEX-CP experiences the same behav-
ior starting at 200 auctions per second. By contrast, VEX-NOCC and
the baseline can handle significantly higher loads, as they do not
perform cryptographic operations along the critical path (§6).

7.5 Network and storage costs
Figure 12 tabulates the network and storage overhead of VEX.
The majority of the overhead comes from transmitting and stor-
ing the VEX objects and the seller’s signatures (§4.3). In addition,
VEX-CP’s auctioneer incurs a moderate local storage cost from the
checkpoints of precomputed hash chains (§6).
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Figure 13—Effect of the auction’s sale price and the number of bidders on the throughput of the audit phase, under the three variants of VEX
(the auctioneer generates audit proofs, and auditors verify them). In figure (a), the number of bidders varies, and the auction’s sale price is fixed
at $50.00 (sp = 5000; see §4.3); one of the bars is truncated. In figure (b), the sale price varies, and the number of bidders is fixed at 20.

VEX/VEX-NOCC VEX-CP

network (bytes/auction)
seller $ auctioner 804 + 64n 804 + 64n
auctioneer $ bidder 672 + 64n 704 + 64n

storage (bytes/auction)
seller 40 + 64n 40 + 64n
auctioneer 328 + 64n 328 + 32n + cp
bidder 608 + 64n 608 + 64n

Figure 12—Network and storage costs beyond the baseline. n is the
number of bidders participating in the auction, and cp is the size (in
bytes) of the checkpoint list. The checkpoint list is composed of 20
checkpoints per seed, or a total of 640 bytes per bidder (640n). Not
depicted is an additional 64n bytes (for the VEX objects) that need to
be stored by an auctioneer under VEX-NOCC (see Section 6).

7.6 Audit cost

To quantify the cost of an audit, we run our auditor application
and the auctioneer (for each of the variants) independently, hand-
ing them auctions, in closed loop, to prove or verify, and measure
capacity. For VEX-CP, we do not depict the cost of generating new
seeds and checkpoints after an audit (§6); adding such costs would
result in performance similar to that of VEX-NOCC.

We perform two sets of experiments. First, we vary the number
of bidders that originally participated in the auction, holding sale
price constant. Figure 13(a) depicts the results. The CPU costs of
the proof generation and proof verification algorithms (Figures 6
and 7) rise linearly with the number of bidders; the reason is that
the auctioneer generates a proof for every submitted bid.

Second, we vary the auction’s sale price, holding constant the
number of bidders. Figure 13(b) depicts the results. Sale price has
little effect on the work performed by the auctioneer (proof gener-
ation) in the optimized variants of VEX but significantly impacts an
auditor’s throughput. The reason is that the principal cost for both
parties is hash operations. Meanwhile, under VEX-NOCC, the auc-
tioneer must perform, for each bid bi, (sp�bi)+(m�sp) = (m�bi)
hash operations, which is independent of sp. Under VEX-CP, the
number of hash operations performed by the auctioneer in the audit
phase is upper-bounded by

Pn
i=1 min{ m

20 , sp� bi}, and m/20 is the
controlling component, in our experiments. By contrast, the auditor
must perform m � sp hash operations for each less-than proof, plus
m + 1 � sp hash operations for the equal-to proof.

Based on these results, the auctioneer can sustain audits at
roughly 1/18 and 1/160 the rate at which it can sustain auctions

commit. size network cost rounds
Boudot (2000) [18] 128 bytes 5.9 KB 3?
Camenisch et al. (2008) [21] 32 bytes 3.8 KB 3?
Chaabouni et al. (2012) [22] 32 bytes 1.7 KB 1
Fauzi et al. (2013) [28] 32 bytes 1.3 KB 1
VEX (§3) 32 bytes 32 bytes 1

?Can be made non-interactive by applying the Fiat-Shamir heuristic [29].

Figure 14—Comparison of VEX’s integer comparisons (§3) to zero-
knowledge range proofs, in terms of storage and network costs, and
number of rounds of interaction. Costs are estimated from the papers;
we report the variant with the lowest communication costs.

under VEX-CP and VEX-NOCC, respectively (we ignore VEX as it
can actually perform more audits than auctions!). This means that
with 33% (say) additional resources over its auction-handling re-
sources, the auctioneer could support an audit rate of 1 in 24 and 1
in 480 auctions for VEX-CP and VEX-NOCC, respectively.

7.7 Integer comparison protocol

We now compare the protocol in Section 3 to zero-knowledge range
proofs (ZK:RP) [18, 21, 22, 28], which, like the protocol in Sec-
tion 3, provide privacy-preserving integer comparisons. However, a
ZK:RP provides stronger properties than VEX (it can answer queries
about ranges versus inequalities), but here our focus is on costs: the
size of commitment, the length of proofs, and the number of rounds
of interaction. Figure 14 depicts the comparison. VEX is relatively
lightweight in terms of commitment size and proof size, and it re-
quires only one round of communication.

Of course, another important axis for comparison is computa-
tional (CPU) cost of commitment generation, proof generation, and
proof verification. However, it is difficult to estimate the cost of the
alternatives because most of them have not been implemented, and
do not appear in the literature in a way that exposes all of their
constants. It is clear that their asymptotic performance is superior
to VEX’s, though we think VEX is likely to perform better over the
range that it deals with (numbers less than 10,000; see Section 7.1).
Indeed, commitment generation, proof generation, and proof ver-
ification all take roughly 1 ms in this range. In contrast, a recent
implementation of Boudot’s scheme [38] requires relatively large
proofs (5.3 KB), and proof generation and verification take 74 and
31 ms, respectively.



§ Not “out-of-the-box” use
§ Hiding complexity for usability could sacrifice performance
§ Setting parameters requires crypto expertise
§ Implementations code quality: definitely not production level
§ Comparison across frameworks is non-trivial

§ Standardization efforts
§ HE - http://homomorphicencryption.org/
§ ZK - https://zkproof.org/

§ Sources
§ MPC - https://github.com/rdragos/awesome,    

http://www.multipartycomputation.com
§ DP  -

https://privacytools.seas.harvard.edu/files/privacytools/files/pedagogi
cal-document-dp_new.pdf
https://github.com/tensorflow/privacy

§ ZK - https://zkp.science/

§ “Time to Put These Tools to Use” Shai Halevi

Thank You!

Questions?


